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Abstract. The Cluster Challenge held at SC07 in Reno, Nevada pro-
vided a unique opportunity for undergraduate students to build, bench-
mark, and run real science applications on a state-of-the-art cluster of
computers, while working with real-world constraints and interacting
with experts in the high-performance computing field. After building a
cluster, students ran the HPC Challenge benchmark and two days’ worth
of jobs for the applications POP, GAMESS, and POVRay. In this paper,
students who participated in the Cluster Challenge describe the process
for preparing for the competition, outline the work performed to un-
derstand complex real-world codes, and report on lessons learned while
preparing for and competing in the Cluster Challenge.

1 Introduction

The area of high performance computing and clustering in general is an advanced
field that many are taking a renewed interest in as problems become ever more
difficult and data grows ever larger. Cluster computing on commodity hardware
has been growing in popularity since the concept was first introduced by Beowulf
[1] at NASA, and brings high performance computing to many people who could
otherwise not have access to it. At the ACM Supercomputing '07 Conference, a
unique opportunity was presented to university undergraduate students to study
and practice high performance computing on a machine of their own design.

At Purdue University, a team was assembled of undergraduates from many
related disciplines: Electrical and Computer Engineering Technology, Computer
Science, and Electrical and Computer Engineering. Led by Purdue’s Rosen Cen-
ter for Advanced Computing and with the support of Purdue’s College of Tech-
nology, the students enrolled in an existing course in high-performance cluster
computing to prepare for the Cluster Challenge. Though a generous loan from
Hewlett-Packard and support from AMD and Matrix Integration, we acquired
a leading-edge cluster of computers to prepare on and use in the Challenge at
SCor.

2 The Cluster Challenge

The Cluster Challenge invited teams of undergraduates to experience the chal-
lenges of cluster computing with several constraints:



— The cluster is limited to only a single 30 amp, 110 volt circuit, with a soft
cap at 26 amps.

— At the start of the challenge, each team will run the HPC Challenge [2]
benchmarks, and submit results to judges.

— Upon completion of the HPCC benchmark, teams receive data sets for POP,
GAMESS, and POVray, and have 44 hours to complete as much of the work-
flow as possible.

— Points are issued for scores on 4 components of HPCC, for each data set
completed, and 20 points of “judges discretion” were available for award by
the panel of judges.

3 The Cluster and Preparation

HP provided us with a cluster of 13 ProLiant DL145 compute nodes, each with 2
sockets of dual-core Opteron 2216 CPUs and 4GB of RAM per node. The nodes
were connected with Gigabit Ethernet for NFS traffic and a 4xDDR InfiniBand
fabric for low-latency parallel communication. While the cluster was being ar-
ranged with HP, early possibilities of the rules included some consideration for
performance per dollar, and we elected to keep price at a reasonable level by not
using the lowest-power CPUs or loading up with huge amounts of memory.

In the lab section of our class, small teams of students set up each aspect
of the system, from the CentOS 4 operating system, to an automated kickstart
deployment, to batch systems (PBS and Condor), and compiler and MPI com-
binations.

Small teams of students were assigned an application, and spent much of
their semester building, testing, and learning to understand the performance
characteristics of their application. Each application was generally built with
different combinations of compilers, optimization flags, MPI implementations,
and in some cases, BLAS libraries. Shortly before departing for SCO07, team
members prepared papers as classwork on what they learned while preparing
their application.

In this paper, we will present the results of preparing two of these applica-
tions: the Parallel Ocean Program (POP) and the Persistence of Vision Raytracer
(POVray), and a summary of what we learned during the course of preparing
for and competing in the SC0O7 Cluster Challenge.

4 Case Study: POP

4.1 Introduction

The Parallel Ocean Program (POP) [3] is an ocean circulation model devel-
oped by researchers at Los Alamos National Laboratory (LANL) in conjunc-
tion with the U.S. Department of Energy. Derived from the earlier models of
Bryan, Cox, Semtner and Chervin, POP has been used for the ocean modeling
portion of other climate models, such as the Community Climate Simulation



Model (CCSM) [4] from the University Corporation for Atmospheric Research
(UCAR). This paper will focus on the LANL version of POP, even though the
CCSM version of POP should perform similarly.

In this section we will look at the small-scale application and performance
of POP. This also serves as a tutorial for getting POP up and running on an
AMD system. Two test machines were used. The first was the HP cluster used
for the Super Computing 2007 Cluster Challenge. The second machine was an
SGI Altix running SuSE Enterprise Linux with 128 Intel Itanium processors and
512 gigabytes of memory.

4.2 Overview of POP

POP performs two different types of calculations: barotropic and baroclinic. Al-
though understanding these algorithms isn’t completely necessary, understand-
ing the difference between these two calculations is important for analyzing
POP’s performance. Baroclinic calculations are three-dimensional integrations
which take a significant amount of CPU time. Barotropic calculations, on the
other hand, solve for surface pressure in a two-dimensional plane, making the
barotropic calculation much faster than its three-dimensional counterpart. How-
ever, as we will see later in this paper, the barotropic calculation doesn’t scale
quite as well as baroclinic calculations.

Figure 1 shows how POP splits three-dimensional ocean data into a horizontal
plane of points, known as blocks. POP forms groups of these blocks that are
distributed among the nodes and CPUs. This idea is key to understanding how
communication between nodes affects POP’s performance.
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Fig. 1. A block in the two-dimensional decomposition of POP [5]

According to Kerbyson, et. al, [5], there are two main parallel activities in
POP: boundary exchanges and global reductions. Boundary exchanges refer to
the transfer of data at the boundaries of each of the blocks between nodes/CPUs.



Global reductions occur whenever POP requests a summary of all of the data
among nodes (i.e. when time-averaged output file is created). While it seems
POP isn’t very communication intensive, it actually reaches these exchanges
quite frequently. A lot happens during these exchanges, so it is important to
have an interconnect fabric that can handle the loads. In the case of the HP test
cluster, most of the communication took place over 20Gb InfiniBand.

Another important aspect of POP to consider is local I/O. The output data
from the application can be reasonably large, growing at times to multiple giga-
bytes. Most of this data is appended to a growing file on the nodes. If local disk
space is used on each node, this isn’t much of a problem. However, if this disk
I/O occurs on a network share, the network and disk arrays can become quickly
saturated. It is a good idea to separate this disk traffic from the node intercom-
munication to prevent oversubscribing the network. The HP cluster solved this
problem by using 1Gb ethernet for NFS traffic instead of the InfiniBand.

4.3 Compiling POP

POP has very few dependencies in order to be compiled. Since it can be run either
serially or in parallel, all that is really needed is a compiler and the NetCDF
libraries [6], along with the actual POP code from LANL [3]. However, since
these calculations can take days to process serially, the use of a message passing
interface (MPI) is preferred. For the HP machine, MVAPICH was used to take
advantage of the InfiniBand fabric. MVAPICH was also used on the SGI Altix.

While any compiler supporting Fortran 90 can be used to compile POP, the
PGI compiler was found to be best suited for the test clusters, based on informa-
tion provided by AMD [7]. Instead of compiling POP directly with pgf90, the
PGI compiler was used to compile both MVAPICH and the NetCDF libraries.

Once the NetCDF libraries and MPI program were compiled, POP was ready
to be installed. The command ./setup_run dir test was used to create a
POP executable directory named “test.” Inside of the new directory, line 162
of linux.gnu file was modified in order to allow the PGI Fortran compiler to
work properly. This change is shown in Appendix A. This file was also modi-
fied to point to the correct locations of MVAPICH and the NetCDF libraries.
Next, the values of max blocks_clinic and max_blocks_tropic were set to 92
in order to ensure each core would receive its own block. Before compiling, the
$ARCHDIR variable had to be set to “linux” in order for make to work properly.
Finally, POP was compiled by using the command gmake.

4.4 Running POP

POP is very flexible in customizing input files and parameters. Since there is
plenty of documentation for using POP and customizing settings, this section
will only serve as a brief introduction to using the test data set. Settings discussed
here can be altered to fit any use of POP.



pop-in The file pop_in serves as the starting point for any POP run. This
file acts as a pointer to all other POP input files, as well as specifying the
parameters for POP’s calculations. In order to analyze the performance of POP,
only the fields nprocs_clinic, nprocs_tropic, and lredirect_stdout need to
be modified. The first two fields are used to specify the number of processors
available for each calculation. In the case of these tests, the number should be
equal in order to allow both barotropic and baroclinic calculations to have equal
resources. The last field tells POP to redirect the calculation details and run
times to a specified file.

The pop-in file also needs to point to the transport and tavg files. These
files set the starting point for the POP run. History and movie files can also be
referenced to initialize POP, depending on the output desired.

NetCDF vs. Binary Output One of the major factors in large scale applica-
tions of POP is the writing of output files. The problem rests with the fact that
NetCDF output does not support parallel I/O while binary output files do. Since
the HP test cluster is only writing data from 44 CPUs at worst case, calculation
performance actually decreases when using binary output rather than NetCDF
output. Likewise, the Altix uses shared hard disks in RAID, eliminating the need
for parallel I/O. Because of this, NetCDF output was used for all of the tests.

4.5 POP Performance

Since POP has already proven to scale well over a large number of nodes (see [5]),
the tests were only run towards the upper bound of the cluster.

Performance on the HP Cluster Samples were taken from 24 and 32 CPU
runs and the average total, baroclinic, and barotropic calculation times were
calculated and are shown in Table 1.

Table 1. Calculation times for 24 and 32 CPU runs

Baroclinic (s) |Barotropic (s) Total (s)
24 CPUs 1.128 0.305 1.969
32 CPUs 0.327 0.052 0.444

The run times for the 32 CPU run were much better than the 24 CPU run.
This is most likely due to the fact that POP was able to split the data into
smaller pieces among all of the processors. Also notice that the total runtime
wasn’t affected by the fact that NetCDF output files were used instead of binary
files. With a small number of nodes, parallel output does not have a significant
effect on the final runtime.



Performance on the SGI Altix Run time was also measured on the SGI
Altix using 25, 50, 64, and 65 processors. Figure 2 shows the breakdown of time
spent on barotropic and baroclinic calculations, as well as the total combined
time. The results were slightly surprising. Even though POP doesn’t have to
run on a square number of processors, the performance does seem to increase
slightly when run on 25 or 64 processors. Figure 2 also shows that barotropic
calculations don’t scale very well and have a very minimal effect on the overall
runtime.

On the other hand, baroclinic calculation times improve when run over a
larger number of processors. At 64 cores, the total time spent on baroclinic
calculations was 4.14 seconds. When the number of processors was increased to
65, the time actually increased to 4.37 seconds. While this isn’t a major increase,
it is important to keep in mind that the baroclinic time at 25 processors was
only 4.7 seconds. This means that the 65 core run only provides an overall
performance improvement of 1.07 instead of the 1.13 seen at 64 cores.

Barotropic, Baroclinic, and Total compute times on SGI Altix
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Fig. 2. Average POP runtimes on SGI Altix

4.6 Visualizing POP output

Since POP is used in a variety of climate simulation packages, there isn’t one
standard program used to visualize its output. Because of this, it becomes very



hard to find a program that will visualize POP output without requiring other
parts of a climate simulation. One program that does visualize POP’s output
is Ferret, from the National Oceanic and Atmospheric Administration (NOAA).
While the program itself is very basic, it allows for very strict control over what
is visualized. A key thing to remember when using Ferret is that it handles
NetCDF output very well, but visualizing ASCII and binary output is a little
harder. Therefore, it is recommended that NetCDF output is used.

After Ferret has been installed using the installation guide on the Ferret
website, the program can be launched simply by typing “ferret” on the command
line. Then the NetCDF output file from POP can be loaded with the command
set data <filename>. This will load all of the variables and their values from
the POP output file. If the command show data is typed, the program will
show all of the variables currently set, including the number of time steps in
each variable.

There are two main types of plots that are useful when plotting POP output:
shade and vector. Shade plots are used to map variables such as surface height
and salinity, i.e. variables that don’t necessarily have directional attributes. Vec-
tor plots are best suited for viewing current and wind data, i.e. variables that do
have directional attributes. The great thing about Ferret is it allows you to pick
and choose how to plot what data, and also allows for combining both shade
and vector plots. An example of a shade plot is shown in Figure 3.
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Fig. 3. Example of Ferret’s “shade” plot



Suppose there is a variable in the POP output called “SHGT” which contains
data on the surface height of the water over time (k). This would be best suited
for a shade plot. To plot the data at the first time step (k=1), simply type the
command shade/k=1 shgt. Note that this command will only open a window
with he visualized data; it will not write it to a file. Instead, the command
shade/k=1 shgt; file=output.gif should be used to write the data to a GIF
image file.

The “repeat” command can then be used to create multiple GIF files over
time. To do this, simply type the command:

\texttt{repeat/k=1:12(shade shgt; FRAME/file=output.gif)}

Ferret will plot the variable “SHGT” for twelve time steps, create a sequentially
numbered GIF file for each step.

A benefit of using Ferret is that it can be run using a script file with an
extension “.jnl”. This script file is created each time Ferret is run, but it can
also be written in a text editor. The JNL file simply contains a list of commands
for Ferret to run. To run using the script file, simply type:

\texttt{ferret™-script~<scriptfile>}

4.7 Conclusion

This paper serves as a rudimentary introduction to using the Parallel Ocean
Program and Ferret. While it isn’t a complete summary of what the programs
can do, it does cover the basics needed to understand how each program works.

Since a large amount of parallel I/O isn’t needed, the runtime improves sig-
nificantly by increasing the number of CPUs used. The tests could have been
improved by increasing the complexity of the input data, as well as using half of
the CPUs in each node rather than using all four processors. Scaling 24 CPUs
over 12 nodes instead of 6 would have a significant effect on inter-node com-
munication, since the nodes would have to use boundary communication more
often and global reduction would take longer.

Also, the overall runtime of processors should be kept to an even number,
since this makes it easier for POP to split the topographical data into blocks. An
even more ideal situation is to use a square number of cores. While this doesn’t
increase performance a ton on short runs, long runs would see a significant
improvement in runtime.

5 Case Study: POVray and Condor

The Persistence of Vision Raytracer, or POV-ray [8], is a software package that
is widely used to create very vidid images that can look almost exactly like real
life photographs. It does this by rendering images in much the same way regular
human vision works. Normally, beams of light come from a light source, a light-
bulb or the Sun, then strike an object and reflect a colored beam of light into our



eyes; many beams of colored light hitting our eyes allow our brains to construct
an image. POV-ray does this same process, except in reverse.

In real life, a lot of beams of light get made and make wild journeys but
never get collected by a human eye. If POV-ray were to act like the real world,
enormous amounts of computing time would be spent making and tracing the
lives of beams that would never get seen. Because of this, POV-ray creates beams
that start their lives from the point of view of a camera and then get traced back
to whatever objects and light sources would be in the way to modify the beam.
Every pixel in the final output image from POV-ray is a beam that got sent out
into a scene and ended up as a color value.

POV-ray can take a scene and create virtually any sized image, although the
number of pixels in the final output corresponds directly to how long POV-ray
takes to render it. The problem of taking time to compute can be compounded
further if a user is creating an animation that consists of many different images.
In an animation, the objects, the camera positions, the light sources or all three
can all be changing. This means POV-ray must render each pixel in the output
single frames by generating a separate beam. This means a lot of computing
time and a lot of resources.

Condor Condor [9] is a resource manager for very diverse systems, created by
the University of Wisconsin. It solves the problem of having a lot of computer
systems used for a variety of tasks but that spend some amount of time not
performing their main function. Condor makes use of these wasted resources by
matching work to the resources available.

A classic example of Condor is to convert a regular set of office computers into
a computation grid at night when all the office employees are at home. Condor
will collect a queue of jobs with specific requirements. Then, as computation
resources join or leave the grid, Condor will control what jobs are running.
Given the overall leaps of speed in today’s processors, Condor produces a cluster
of machines that can take advantage of massive amounts of idle compute cycles.

Purdue University has a Condor pool of approximately 7,000 machines. A
large numbers of these machines are workstations in computer labs. Only a few
number of computer labs stay open twenty-four hours a day, which leaves a lot
of computers sitting idling by waiting for users to show up again in the morning.
This provides a wonderful increase in computing power in the late evening and
early morning hours. As well, if a machine goes idle for some length of time,
Condor will make use of these off peak hours to fit in even more computation
time.

POV-ray and Condor The version of POV-ray used for this paper was the
most recent available and was version 3.6. This version does not include any
message passing capabilities which makes running POV-ray on a cluster to be
fairly wasteful unless there is a way to parallelize the work in another way.
Thankfully, when creating an animation, there are a lot of frames to be rendered
and they are all generated independently. This makes the job of rendering an
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animation a perfect fit for running on a cluster or on a machine with multiple
processors as users can render multiple frames at a time on different nodes or
processes.

With the potentially sporadic nature of resource availability in a Condor
pool, jobs generally cannot be multi-node or multi-processor as any one node
might be reclaimed by its owner. This makes Condor suitable for a type of job
that has a relatively short life time, or that can checkpoint, and does not require
multiple nodes or processors. (This is assuming machines in a Condor pool are
not completely dedicated to running Condor jobs. Having dedicated machines
for use by Condor is possible.)

POV-ray fits the requirements of a typical Condor job perfectly. It generally
takes on the order of less then ten minutes to compute a frame, and by using
the “4C” flag when invoking POV-ray, it will continue rendering a frame if it
has been interrupted. This behavior is a nearly perfect fit for a Condor job in an
environment where resources are not dedicated. Also, because jobs are generally
short and can be restarted without loosing much work, they are perfect for
backfilling against other computing tasks.

If an office worker decides to take a short, thirty minute lunch, then Condor
can make use of most of the free time on their workstation by running a set of
POV-ray renderings. This allows for a computer to stay near full utilization all
the time, given that there is work to be done and the infrastructure can support
the number of nodes currently in Condor.

Keeping expensive computing resources always busy is a essential. Once time
passes, you can never retrieve those lost cycles. Putting every cycle to good use
and wasting none is a very important requirement when running work units for
the Cluster Challenge.

Using POV-ray and Condor Using Condor can be very similar to submitting
jobs using the Portable Batch Scheduler. You create a submission file and run
a command to insert your job(s) into the system. Here is a sample file used to
generate the data for this paper:

universe = vanilla

Executable = /opt/povray-3.6.1-gcc/bin
/povray

Log = $(Process).log

Output = $(Process).out

Error = $(Process).err

Arguments = +W800 +H640 -Ipovcatray.pov
-0$ (Process) .png

transfer_input_files = povcatray.pov

transfer_files = always

Queue 100

In the example above, one hundred Condor jobs are created in the Vanilla
Universe that use “povray” as the executable and with the requirement that all
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needed files are transferred by Condor to the target machine before execution
begins.

The example Condor job will render the same image one hundred times over.
To render a video frame by frame, some more options in the “arguments” are
needed. POV-ray includes two options, a start frame and an end frame. Adding
“+SF$(Process) +EF$(Process)” will render the frame corresponding to the job
ID. To render a movie with three thousand frames, you just need to spawn three
thousand Condor jobs.

Once a submission file is created, running “condor_submit input.file” will
have Condor parse the file and spawn the correct number of jobs with the correct
requirements. Using “condor_status” can list the progress of the jobs in condor,
and once all the jobs in the rendering are complete, all the output files will be
in the directory where the ”condor_submit” command was run.

5.1 Opportunities for Tuning

There are many tunable parameters between Condor and POV-ray. There are
three major phases that POV-ray goes through during a rendering run: pars-
ing the scene file, rendering the frame, and saving its output. The two major
functions that get performed during these times are file input and output and
computation. Computation and parsing require the most time, second to file
input and output.

Choosing a particular compiler is very important as that can reduce the total
amount of time required for POV-ray to complete its heaviest tasks. The com-
pilers that were available to test were those from the Gnu Compiler Collection,
the Intel®Compilers, and the Portland Group’s compilers.

The second opportunity for optimizing a system to run POV-ray is how the
system deals with file input and output. As the cluster had a shared file system,
its possible to store the input scene files and the output renderings from POV-ray
there. This requires that all file operations happen across the network. Another
possible way of dealing with the movement of data is to allow Condor to manage
this aspect. Condor will transfer files before it begins executing user code and
then bring the output files back to the submission machine after a job exists.

5.2 Predicted Outcomes

POV-ray automatically chooses very conservative optimizations to use while
building binaries. It defaults to only passing the “-O3” optimization flag to most
compilers, which should make stable binaries and give a good look at how each
compiler tested does with generating code for our AMD Opteron™processors.
Both the Intel®Compilers and the Portland Group Compilers include special
optimizations that could benefit POV-ray, but only common features were tested.
The Portland Group compilers have a reputation of producing high speed code
for the AMD platform. The Intel® Compilers and the Gnu Compiler Collection
were included because of their popularity and accessibility.
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The best file performance should come from using Condor to manage the
transfer of data. Doing some basic benchmarks with I0Zone [10] on the file
systems of the master and computer nodes, the master node achieves around
70MB per second and the compute nodes get around 45MB per second. The
disk subsystem from the master node is shared, and if multiple jobs are running
at a time, then they must share the total amount of disk bandwidth on the
master node. The bulk transfer mechanism of Condor should be better than the
constant stream of NFS traffic.

5.3 Compilers

To compare the different compilers, a sample image was chosen from the standard
POV-ray installation. Then, that image was render 100 times and the times
averaged. The results can be found in Figure 4.

The Gnu Compiler Collection scored the best run times of all three compilers
with a average time of 50.34 seconds and a maximum run time of less than the
Portland Group’s minimum run time.
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Fig. 4. Compiler Results

5.4 File System Performance

To compare different file transfer mechanisms, a sample image was chosen from
the standard POV-ray installation. To simulate different animation rendering
requirements, this image was rendered at two different resolutions. One image
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size was rendered at 720x480 (Standard Definition) and the other image was
rendered at 1920x1080 (High Definition). These resolutions represent the possible
output formats that an animator might want for display.

For the lower resolution image, better performance was seen by using Con-
dor’s transfer mechanism, 18.76 seconds compared to 19.63 seconds from Figure
5. For higher resolution images, better performance was seen by using NFS, 73.03
seconds to 73.26 from Figure 6, although the different here was relatively small.
Condor’s minimum and maximum transfer times for the large format image were
both higher than NFS’s times.

The output files sizes were one megabyte for the smaller image, and three
megabytes for the larger image.
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Fig. 5. Standard Frame Results

5.5 Conclusion

The best combination of using readily available tools for running POV-ray on a
cluster appears to be the Gnu Compiler Collection to build the POV-ray binaries
and then different file handling techniques depending on output file size required.

A possible explanation for the Gnu Compiler Collection doing remarkably
well is that AMD and Novell have been contributing directly to the project [11].
Some of their optimizations specifically help mathematical operations happen
more efficiently on the processor. The direct involvement of AMD in the devel-
opment of Gnu Compiler Collection and not testing special features from the
Portland Group Compilers is probably what gave the Gnu Compiler Collection
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the best performance on the system. Before turning on the advanced optimiza-
tions used by the Portland Group, POV-ray should be tested to ensure proper
operation as the manual does not mention that it has been extensively tested
with these compilers.

For smaller images, local file operations would be faster because the latency
between the compute node and the master node would be larger than going to
local disk. After a certain point, the increase speed of the disk system in the
master node appears to outweigh the increase in bandwidth. Given the number
of instances potentially running at a time on the test cluster, 48, it might be
safer to use the Condor transfer mechanism to protect against swamping the file
server during a time sensitive animation rendering.

6 Lessons Learned at the Challenge

6.1 Power Constraints

Finding cluster resources at the undergraduate level is generally not something
that can be done. The best that can be obtained what is found in a dumpster and
pieced together to look more like a machine from Frankenstein than something
that should sit in a data center. Given the amount of working compute nodes a
dumpster can hold, powering such a beast is usually not a problem after most
machines have been melded to form working hardware. At the Cluster Challenge,
however, a major resource limitation was the power budget. Having to power the
nodes and networking equipment on 26 amps was challenging. When we arrived
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at the competition, we also learned that our 26 amp power budget would be
split across two circuits limited to 13 amps each.

To solve the problem of having two different circuits to run our equipment
on, the team choose to remove one node from the cluster so as to consistently
stay under the 13 amp requirement on both circuits. With an additional node
on one of the circuits, power load would idle under the limit but quickly go over
when jobs started to run. There was still extra capacity on the other circuit, but
the monitoring software would not combine the readings together.

6.2 Adapting at the Competition

The first problem the team ran into after the start of the competition was rec-
ognized after analyzing the GAMESS input data sets. Our GAMESS expert,
David Matthews, quickly saw that our nodes did not have enough memory in
them to contain a working copy of the data set. Our initial goal of running all
three codes at once on various partitions of the machine would not be possi-
ble because GAMESS required many gigabytes of shared memory, which would
require the use of most of the cluster to have enough memory.

Since we had several spare nodes and one node that was not usable due to
the power requirements, we transplanted memory from the inoperable nodes into
working nodes. This allowed GAMESS to run without requiring the exclusive
use of the cluster. In retrospect, having more memory per node would have been
to our advantage, especially with GAMESS.

A couple days into the Cluster Challenge, after everything was in full swing,
a completely unexpected event occurred: the power to the entire SC07 floor was
lost. Several teams worked very hard the next few hours bringing their machines
back to life after a variety of system failures. Beyond the obvious lost productivity
of jobs running during the power loss, one team lost a node and another team
had a node stuck in its power on process which prevented them from running
jobs for a while. The Purdue team fared well after the power loss. The cluster,
at the time of the event, was only running POVray jobs which easily handled the
interruption with a very minimal loss of work. The Condor scheduling software
did get temporarily stuck coming back to life, but it took a simple command to
get it rescheduling jobs. Overall, the power outage was a good real world test of
the cluster systems on the floor because it challenged the team’s overall system
design and knowledge, not just their knowledge of the three main applications.

The third and biggest challenge for the Purdue team was the loss of stability
on the machine being used as the master node for the cluster because of problems
with our RAID array. During the middle of the second night of the challenge, the
system would experience unusually high load as processes on the master node
became stuck in disk wait state if too many file I/O operations were happening.
Troubleshooting the problem was difficult, at first glance, we suspected a problem
with the POP application, then as perhaps just a NFS problem. In the end, the
stability of the master node in general was blamed, and to work around this, we
pulled all the files off of the dying system onto a regular compute node. Then, a
configuration change was made to the entire cluster to pull shared storage from
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that machine and use the head node for very light duty as just as a login and
job scheduling machine.

6.3 Hardware Differences

Except for the Purdue team, all of the teams at the Cluster Challenge used
processors from Intel, most of which had 4 cores per CPU socket. Purdue’s dual-
core AMD processors appeared, from a core-count perspective, to put our system
at a disadvantage, with only half as many processor cores than some of the other
teams. However, in practice, this did not turn out to be a handicap. If we did not
have the RAID system failure, which cost several hours of productivity, we are
confident would have been close to completing all the data sets or even finishing
them all. The winning team completed all the data sets but there were several
teams that did not finish all the data sets due to more drastic software and
hardware failures.

The performance of the HP /AMD cluster in HPCC was a positive, despite our
core count disadvantage: our teammates who were the HPCC experts sufficiently
tuned the benchmark to achieve 83% of peak performance, which was in our
opinion, excellent.

Our experience should show that having the greatest hardware available does
not ensure a victory. Knowing the applications and system engineering better
than anyone else can go a long way to providing the edge needed to secure a
winning place. In fact, the winning team from the University of Alberta did not
have the fastest CPUs or the most cores, but were very well prepared.

6.4 Learning Applications

We had the hardest time with GAMESS. Interestingly, we were unable to identify
a single scientist at Purdue who ran GAMESS. Purdue’s TeraDRE project [12],
and an active community of computational climatologists at Purdue made ex-
pertise in POVray and POP much more accessible to the team. Conversations
with the winning Alberta team showed the opposite: GAMESS expertise was
plentiful but climatologists were scarce at their institution.

Finding real world expertise to aid in learning the applications and having
test data sets of a similar scale to those we encountered in the challenge to run
with the applications before the competition are important to properly learn the
applications and perform well at the event.

6.5 Experience at the Conference

Attending a large conference for the first time can be quite an experience and
being able to actively participate in an aspect of a major conference is even a
better opportunity. The team worked in shifts around the clock, which left some
people not working during the day. This allowed team members to attend tech-
nical seminars, presentations and a chance to go around the show floor meeting
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vendors and seeing the greatest new products coming on the market. At the
team’s booth, many people stopped to see what the challenge was about, how
Purdue was doing, and to see what the individual team members thought of the
industry. Many Purdue alumni made it a special point to came by the booth
at least once during the competition to see how their alma mater was faring
and meet the undergraduates on the team. Attending Supercomputing was an
amagzing opportunity for the entire team.
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